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Abstract

Detecting database records that are approximate duplicates, but not exact duplicates, is an important
task. Databases may contain duplicate records concerning the same real-world entity because of data
entry errors, unstandardized abbreviations, or differences in the detailed schemas of records from multi-
ple databases – such as what happens in data warehousing where records from multiple data sources are
integrated into a single source of information – among other reasons. In this paper we review a system
to detect approximate duplicate records in a database and provide properties that a pair-wise record
matching algorithm must have in order to have a successful duplicate detection system.

1 Introduction

Many of the current technological improvements has lead to an explosion in the growth of data available
in digital form. The most significant of these being the popularity of the Internet and specifically the
world wide web. There are other more traditional sources of data however that has also contributed to
this exponential growth. The commercial success of relational databases in the early 1980’s has lead to
the efficient storage and retrieval of data. Hardware improvements have also contributed significantly
now that external storage has faster access times and continue to increase in density.

Such technological changes allow for easy and widespread distribution and publishing of data. The
availability of these data sources increases not only the amount of data, but also the variety of and
quality in which such data appears. These factors create a number of problems. The work presented here
concentrates on one such problem: the detection of multiple representations of a single entity. Following
are examples where solutions to such a problem are needed:

� As more and more data becomes available, it is desirable to integrate the data whenever possible. For
example, one data source may contain bibliographic data for published scientific papers. Another data
source may contain a white pages service for web pages of people. By integrating the data from these two
sources, one can go directly to the authors’ web pages to obtain information about the more recent work
by the authors. Such an integration is much like the join operation in relational databases [1, 2]. While the
join of two relations is based on an exact match of corresponding attributes, here we relax that condition
and allow for an approximate match.
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� Another typical example is the prevalent practice in the mass mail market of buying and selling mailing
lists. Such practice leads to inaccurate or inconsisten data. One inconsistency is the multiple represen-
tations of the same individual household in the combined mailing list. In the mass mailing market, this
leads to expensive and wasteful multiple mailings to the same household

Relational database systems disallow the entry of records containing duplicate primary key values.
Unfortunately, due to errors such as from data entry, whenever the value of the primary key attributes
is affected by these errors the relational database system can no longer guarantee the non-existence of
duplicate records.

The next section reviews the system for detecting approximate duplicate database records [3, 4, 5].
One important module in the system is the algorithm to detect pair-wise approximate duplicates. The
system uses the algorithm to establish “is a duplicate of” relationships between pairs of records leading
to its adaptability among different data sources and different dynamics of the database records. Section 2
looks at the different matching algorithms that could be plugged in to the duplicate detection system. The
article concludes in Section 4 with final remarks about this work.

2 Algorithms to match records

The word record is used to mean a syntactic designator of some real-world object, such as a tuple in a
relational database. The record matching problem arises whenever records that are not identical, in a
bit-by-bit sense – or in a primary key value sense – may still refer to the same object. For example, one
database may store the first name and last name of a person (e.g. “Jane Doe”), while another database
may store only the initials and the last name of the person (e.g. “J. B. Doe”).

The record matching problem has been recognized as important for at least 50 years. Since the 1950s
over 100 papers have studied matching for medical records under the name “record linkage.” These
papers are concerned with identifying medical records for the same individual in different databases,
for the purpose of performing epidemiological studies [16]. Record matching has also been recognized
as important in business for decades. For example tax agencies must do record matching to correlate
different pieces of information about the same taxpayer when social security numbers are missing or
incorrect. The earliest paper on duplicate detection in a business database is by [17]. The “record
linkage” problem in business has been the focus of workshops sponsored by the US Census Bureau
[12, 18]. Record matching is also useful for detecting fraud and money laundering [19].

Almost all published previous work on record matching is for specific application domains, and
hence gives domain-specific algorithms. For example, papers discuss record matching for customer
addresses, census records, or variant entries in a lexicon. Other work on record matching is not domain-
specific, but assumes that domain-specific knowledge will be supplied by a human for each application
domain [20, 7].

Record matching algorithms vary by the amount of domain-specific knowledge that they use. The
pairwise record matching algorithms used in most previous work have been application-specific. Many
algorithms use production rules based on domain-specific knowledge. The process of creating such rules
can be time consuming and the rules must be continually updated whenever new data is added to the mix
that does not follow the patterns by which the rules were originally created. Another disadvantage of
these domain-specific rules is that they answer whether or not the records are or are not duplicates, there
is no in between.

The goal of this work is to create a detection system that is of general use. Record matching algo-
rithms should use as little domain-specific knowledge as possible and should also provide a measure of
the strength of the match. This information is crucial to the efficiency with which the detection system
can process the data.
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2.1 The record matching problem

In this work, we say that two records are equivalent if they are equal semantically, that is if they both
designate the same real-world entity. Semantically, this problem respects the reflexivity, symmetry, and
transitivity properties. The record matching algorithms which solve this problem depend on the syntax
of the records. The syntactic calculations performed by the algorithms are approximations of what we
really want – semantic equivalence. In such calculations, errors are bound to occur and thus the semantic
equivalence will not be properly calculated. However, the claim is that there are few errors and that the
approximation is good.

Equivalence may sometimes be a question of degree, so a function solving the record matching
problem returns a value between 0:0 and 1:0, where 1:0 means certain equivalence and 0:0 means certain
non-equivalence. Degree of match scores are not necessarily probabilities or fuzzy degrees of truth. An
application will typically just compare scores to a threshold that depends on the domain and the particular
record matching algorithm in use.

2.2 Algorithms based on approximate string matching

One important area of research that is relevant to approximate record matching is approximate string
matching. String matching has been one of the most studied problems in computer science [21, 22, 23,
24, 25, 26]. The main approach is based on edit distance [27]. Edit distance is the minimum number of
operations on individual characters (e.g. substitutions, insertions, and deletions) needed to transform one
string of symbols to another [28, 23]. In [23], the authors consider two different problems, one under
the definition of equivalence and a second using similarity. Their definition of equivalence allows only
small differences in the two strings. For examples, they allow alternate spellings of the same word, and
ignore the case of letters. The similarity problem allows for more errors, such as those due to typing:
transposed letters, missing letters, etc. The equivalence of strings is the same as the mathematical notion
of equivalence, it always respects the reflexivity, symmetry, and transitivity property. The similarity
problem on the other hand, is the more difficult problem, where any typing and spelling errors are
allowed. The similarity problem then is not necessarily transitive; while it still respects the reflexivity and
symmetry properties. Edit distance approaches are typically implemented using dynamic programming
and run in O(mn) time where m and n are the lengths of the two records. Thus the importance on
avoiding unnecessary calls to the record matching function by the duplicate detection system.

Any of the approximate string matching algorithms can be used in place of the record matching al-
gorithm in the duplicate detection system. In previous work we have used a generalized edit-distance
algorithm. This domain-independent algorithm is a variant of the well-known Smith-Waterman algo-
rithm [29], which was originally developed for finding evolutionary relationships between biological
protein or DNA sequences.

The Smith-Waterman algorithm is domain-independent under the assumptions that records have sim-
ilar schemas and that records are made up of alphanumeric characters. The first assumption is needed
because the Smith-Waterman algorithm does not address the problem of duplicate records containing
fields which are transposed, see [5] for solutions to this problem. The second assumption is needed be-
cause any edit-distance algorithm assumes that records are strings over some fixed alphabet of symbols.
Naturally this assumption is true for a wide range of databases, including those with numerical fields
such as social security numbers that are represented in decimal notation.
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3 System to detect duplicate database records

This section summarizes the system used in detecting approximately duplicate database records [3, 4, 5].
In general, we are interested in situations where several records may refer to the same real-world entity,
while not being syntactically equivalent. A set of records that refer to the same entity can be interpreted in
two ways. One way is to view one of the records as correct and the other records as duplicates containing
erroneous information. The task then is to cleanse the database of the duplicate records [6, 7]. Another
interpretation is to consider each matching record as a partial source of information. The aim is then
to merge the duplicate records, yielding one record with more complete information [8]. The system
described here gives a solution to the detection of approximately duplicate records only. In particular, it
does not provide a solution to the problem of consolidating the detected duplicate records into a single
representation for the real-world entity.

3.1 Standard duplicate detection

The well known and standard method of detecting exact duplicates in a table is to sort the table and then
to check if consecutive records are identical. Exact duplicates are guaranteed to be next to each other
in the sorted order regardless of which part of a record the sort is performed on. The approach can be
extended to detect approximate duplicates. The idea is to do sorting to achieve preliminary clustering,
and then to do pairwise comparisons of nearby records [9, 10, 11]. In this case, there are no guarantees
as to where duplicates are located relative to each other in the sorted order. At best, the approximate
duplicate records may not be situated next to each other but will be found nearby. In the worse case they
will be found in opposite extremes of the sorted order. Such results are possible due to the choice of field
to sort on and also to the errors present in the records. In order to capture all possible duplicate records,
every possible pair of records must be compared, leading to a quadratic number of comparisons – where
the comparison performed is typically an expensive operation as we will see in section 2. This gives rise
to an inefficient and possibly infeasible solution since the number of records in the database may be in
the order of hundreds of millions.

To avoid so many comparisons, we can instead compare only records that are within a certain dis-
tance from each other. For example, in [7], the authors compare nearby records by sliding a window of
fixed size over the sorted database. As a window of size W slides over the database one record at a time,
the new record is compared against the other W � 1 records in the window. Now, the number of record
comparisons decreases from O(T2) to O(TW ) where T is the total number of records in the database.

There is a tradeoff here between the number of comparisons performed and the accuracy of the
detection algorithm. The more records the window contains (large value of W ) the better the system will
do in detecting duplicate records. However this also increases the number of comparisons performed and
thus leads to an increase in running time. An effective approach is to scan the records more than once but
in a different order and apply the fixed windowing strategy to compare records and combine the results
from the different passes[9, 12]. Typically, combining the results of several passes over the database
with small window sizes yields better accuracy for the same cost than one pass over the database with a
large window size.

One way to combine the results of multiple passes is by explicitly computing the transitive closure
of all discovered pairwise “is a duplicate of” relationships [7]. If record R1 is a duplicate of record R2,
and record R2 is a duplicate of record R3, then by transitivity R1 is a duplicate of record R3. Transitivity
is true by definition if duplicate records concern the same real-world identity, but in practice there will
always be errors in computing pairwise “is a duplicate of” relationships, and transitivity will propagate
these errors. However, in typical databases, sets of duplicate records tend to be distributed sparsely over
the space of possible records, and the propagation of errors is rare. The experimental results confirm this
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claim [7, 13, 4, 5].

3.2 An adaptive and efficient duplicate detection system

Under the assumption of transitivity, the problem of detecting duplicates in a database can be described
in terms of keeping track of the connected components of an undirected graph. Let the vertices of a
graph G represent the records in a database of size T . Initially, the graph will contain T unconnected
vertices, one for each record in the database. There is an undirected edge between two vertices if and
only if the records corresponding to the pair of vertices are found to match according to the pairwise
record matching algorithm. At any time, the connected components of the graph G correspond to the
transitive closure of the “is a duplicate of” relationships discovered so far. To incrementally maintain the
connected components of an undirected graph we use the union-find data structure[14, 15].

The standard algorithm has another weakness in that the window used for scanning the database
records is of fixed size. If a cluster in the database has more duplicate records than the size of the
window, then it is possible that some of these duplicates will not be detected because not enough com-
parisons are being made. Furthermore if a cluster has very few duplicates or none at all, then it is
possible that comparisons are being done which may not be needed. An approach is needed that re-
sponds adaptively to the size and homogeneity of the clusters discovered as the database is scanned,
in effect expanding/shrinking the window when necessary. To achieve this, the fixed size window is
replaced by a priority queue of duplicate records.

The system scans the sorted database with a priority queue of record subsets belonging to the last
few clusters detected. The priority queue contains a fixed number of sets of records. Each set contains
one or more records from a detected cluster. For efficiency reasons, entire clusters should not always be
saved since they may contain many records. On the other hand, a single record may be insufficient to
represent all the variability present in a cluster. Records of a cluster will be saved in the priority queue
only if they add to the variability of the cluster being represented. The set representing the cluster with
the most recently detected cluster member has highest priority in the queue, and so on.

Suppose that record Rj is the record currently being considered. The algorithm first tests whether
Rj is already known to be a member of one of the clusters represented in the priority queue. This test
is done by comparing the cluster representative of Rj to the representative of each cluster present in the
priority queue. If one of these comparisons is successful, then Rj is already known to be a member of
the cluster represented by the set in the priority queue. We move this set to the head of the priority queue
and continue with the next record, Rj+1. Whatever their result, these comparisons are computationally
inexpensive because they are done just with Find operations.

Next, in the case where Rj is not a known member of an existing priority queue cluster, the algorithm
uses the matching algorithm to compare Rj with records in the priority queue. The algorithm iterates
through each set in the priority queue, starting with the highest priority set. For each set, the algorithm
scans through the members Ri of the set. Rj is compared to Ri using the matching algorithm. If a match
is found, then Rj’s cluster is combined with Ri’s cluster, using a Union(Ri; Rj) operation. In addition,
Rj may also be included in the priority queue set that represents Ri’s cluster – and now also represents
the new combined cluster. Intuitively, if Rj is very similar to Ri, it is not necessary to include it in the
subset representing the cluster, but if Rj is only somewhat similar then including Rj in the subset will
help in detecting future members of the cluster.

On the other hand, if the comparison between Ri and Rj yields a very low score then the system
continues directly with the next set in the priority queue. The intuition here is that if Ri and Rj have no
similarity at all, then comparisons of Rj with other members of the cluster containing Ri will likely also
fail. If the comparison still fails but the score is close to the matching threshold, then it is worthwhile to
compare Rj with the remaining members of the cluster. These heuristics are used to counter the errors
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which are propagated when computing pairwise “is a duplicate of” relationships.
Finally, if Rj is compared to members of each set in the priority queue without detecting that it is a

duplicate of any of these, then Rj must be a member of a cluster not currently represented in the priority
queue. In this case Rj is saved as a singleton set in the priority queue, with the highest priority. If this
action causes the size of the priority queue to exceed its limit then the lowest priority set is removed
from the priority queue.

Earlier research showed that this adaptive duplicate detection system performs much fewer com-
parisons than previous work [3, 4, 5]. Fewer comparisons usually translates to decreased accuracy.
However, similar accuracy was observed because the comparisons which are not performed correspond
to records which are already members of a cluster, most likely due to the transitive closure of the “is
a duplicate of” relationships. All experiments show that the improved algorithm is as accurate as the
standard method while significantly performing many fewer record comparisons – as much as a 75%
savings over the methods by [7, 13].

4 Conclusion

The integration of information sources is an important area of research. There is much to be gained from
integrating multiple information sources. However, there are many obstacles that must be overcome to
obtain valuable results from this integration.

This article has explored the problem of approximate duplicate detection. To integrate data from
multiple sources, one must first identify the information which is common in these sources. Different
record matching algorithms were presented that determine the equivalence of records from these sources.
Section 2 presents the properties of such record matching algorithms to be applied to alphanumeric
records that contain fields such as names, addresses, titles, dates, identification numbers, and so on.

The duplicate detection system described in this work and in [4, 5] improve previous related work
in two significant ways. The first contribution is to show how to compute the transitive closure of “is a
duplicate of” relationships incrementally, using the union-find data structure. The second contribution
is a heuristic method for minimizing the number of expensive pairwise record comparisons that must
be performed while comparing individual records with potential duplicates. These two contributions
can be combined with any pairwise record matching algorithm. It is desirable for the record matching
algorithms to be as domain-independent as possible and also for the algorithms to indicate the strength
of the match (or non-match) between the records.
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