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30 years of PODS in 
numbers

958 papers

990 distinct researchers
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ABSTRACT
Publishing data for analysis from a table containing personal
records, while maintaining individual privacy, is a problem
of increasing importance today. The traditional approach of
de-identifying records is to remove identifying fields such as
social security number, name etc. However, recent research
has shown that a large fraction of the US population can be
identified using non-key attributes (called quasi-identifiers)
such as date of birth, gender, and zip code [15]. Sweeney [16]
proposed the k-anonymity model for privacy where non-key
attributes that leak information are suppressed or general-
ized so that, for every record in the modified table, there are
at least k−1 other records having exactly the same values for
quasi-identifiers. We propose a new method for anonymiz-
ing data records, where quasi-identifiers of data records are
first clustered and then cluster centers are published. To
ensure privacy of the data records, we impose the constraint
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that each cluster must contain no fewer than a pre-specified
number of data records. This technique is more general
since we have a much larger choice for cluster centers than
k-Anonymity. In many cases, it lets us release a lot more
information without compromising privacy. We also pro-
vide constant-factor approximation algorithms to come up
with such a clustering. This is the first set of algorithms for
the anonymization problem where the performance is inde-
pendent of the anonymity parameter k. We further observe
that a few outlier points can significantly increase the cost of
anonymization. Hence, we extend our algorithms to allow
an ε fraction of points to remain unclustered, i.e., deleted
from the anonymized publication. Thus, by not releasing a
small fraction of the database records, we can ensure that
the data published for analysis has less distortion and hence
is more useful. Our approximation algorithms for new clus-
tering objectives are of independent interest and could be
applicable in other clustering scenarios as well.

Categories and Subject Descriptors
H.2.8 [Database Applications]: Data mining;
H.3.3 [Information Search and Retrieval]: Clustering

General Terms
Algorithms

Keywords
Privacy, Anonymity, Clustering, Approximation Algorithms

1. INTRODUCTION
With the rapid growth in database, networking, and com-
puting technologies, a large amount of personal data can be
integrated and analyzed digitally, leading to an increased
use of data-mining tools to infer trends and patterns. This
has raised universal concerns about protecting the privacy
of individuals [17].
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We like to work together
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Structure of the co-
author graph

• largest component connects 613 people 
(66% of all PODS researchers)



Are we all friends?
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• Co-authors are 
friends

• What is the 
probability that two 
FOFs are friends 
themselves?
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PODS Newbies

35 new researchers per year

23 descendants 12 fresh
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Greek Gods of Python
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